
P R O J E C T

Organisational knowledge, made computable.

Source: OIDA Technical Report, V1, April 2026 — Bottino, Ferrero, Dosio, Beneventano (MIT) —

arXiv:2604.11759v1



T H E  P R O M I S E

AI without ownership is just

a better landlord.

Every AI tool you use is shaped by your data, your decisions, your context. That's where

the value is created — and that's where it disappears. Nothing your team puts in is

captured as a structured asset. Nothing accumulates.

And the model itself is moving underneath you. Every quarter the vendor retunes weights,

and the AI quietly forgets the workflows it had learned and the nuances it was tracking. You

pay to teach it the same things, again.

We make your knowledge the durable layer. Decisions, evidence,

contradictions, expertise — all yours, persistent across every model you'll

ever use. The model becomes the renter. The structure underneath is

yours, and produces real value for your company.



How we improve organisational AI infrastructure

That's what happens when you take control of your knowledge.

A typical enterprise saves between $800K and $6M/year.

45%
lower AI operating costs — your AI costs

less to run, every single query

90%+
fewer hallucinations vs standard RAG —

your AI stops making things up

2.4×
faster strategic decisions — your team

moves in minutes, not weeks

800+
documents structured in under 25 minutes

— not months, not sprints

Directional targets for alpha validation. Independent ablation study Q3 2026.



T H E  P R O B L E M

Organisational knowledge is illegible.

Every organisation runs on knowledge — decisions, evidence, hypotheses, dependencies,

tacit expertise. But this knowledge is scattered across documents, chats, decks, tickets,

and people's heads.

Nobody can answer the questions that should be trivial: Is this decision still active? Has

anything contradicted it? How much should we trust it? Who knows about it? What does it

block?

Traditional tools treat knowledge as documents to find — not as objects to reason over. So

organisations keep rediscovering the same things, executing plans on outdated

assumptions, and losing expertise the day someone leaves.

The model is rented.

The knowledge is yours.

Turn the knowledge your organisation produces into a structured asset that lives outside any

vendor. The model you use today is interchangeable. The structure underneath is not.



W H AT  I T  C O S T S

The same structural failure. Real money.

Three industries, the same root cause: knowledge that nobody can verify, contradictions

nobody can see, decisions made on assumptions that have already changed.

Banking

A regulation changes. Internal knowledge does not. Audit

finds the gap.

$5M–$50M+ per compliance failure

Insurance

A pricing model runs on stale assumptions nobody

flagged.

Every point above 100% combined ratio =

millions lost

M&A

Two critical documents contradict each other. The deal

team misses it.

Value destruction at diligence stage

Sources: Fenergo Global Enforcement Report 2024; US DOJ/Treasury; AM Best 2024 Review & Preview; JLK Rosenberger; Bain Global Corporate M&A Report 2020; HBR 2011; McKinsey.



W H Y  C U R R E N T  T O O L S  FA I L

Better search is not the answer.

The problem is upstream.

What exists today

— Storage (Drive, Notion, Confluence) — where documents live

— Search (RAG, vector search, reranking) — how you find them

— Summarisation (ChatGPT, Copilot) — how you read them faster

What no one does

✗ Track whether information is still valid

✗ Detect when two documents contradict each other

✗ Let old knowledge expire automatically

✗ Weight information by reliability, not just relevance

No amount of better search can tell you that a decision has been overruled, a regulation has

changed, or a hypothesis should have been abandoned three months ago.



T H E  I N S I G H T

LLMs are pattern-based.

Organisations need ground truth.

A century of databases were built for machines: exact matches, binary lookups, structured

queries. Fast, precise, and completely unaware of what the data means.

LLMs went the other way. They reason by pattern, association, and surface plausibility —

without any persistent record of what the organisation has actually decided, contradicted,

or learned.

AngelicaDB is the missing layer in between: ground truth your AI can reason over. Built on standard

technology (PostgreSQL, pgvector), not instead of it.



H O W  I T  W O R K S

Every piece of knowledge gets

a type, a score, and an expiry date.

AngelicaDB doesn't store your documents as flat text. It extracts each claim and stores it

as a typed epistemic object — with explicit relationships (supports, contradicts,

supersedes, blocks), provenance, and computed properties that evolve over time.

Decisions

Stay valid until explicitly replaced

Evidence

Decays over ~12 months unless

refreshed

Hypotheses

Lose weight in ~50 days if unverified

Open Questions

Become more urgent the longer they go

unanswered

Each piece also carries a reliability score and an importance score — updated automatically

every 6 hours based on usage, new evidence, and contradictions.

Your AI doesn't just find information. It knows what to trust.



Nine epistemic classes

Every Knowledge Object is assigned to one class across two axes: epistemic commitment

strength and temporal decay behaviour.

NEVER DECAYS

DECISION

Formalised choice, valid until superseded

Never decays

CONSTRAINT

Non-negotiable structural boundary

Never decays

NARRATIVE

Persistent contextual anchor

Never decays

EVIDENCE

Verifiable supporting or refuting data

Half-life ~365 days

EVALUATION

Informed qualitative assessment

Half-life ~186 days

OBSERVATION

Weak signal not yet interpreted

Half-life ~90 days

PLAN

Structured intention with time horizon

Half-life ~69 days

HYPOTHESIS

Unverified testable claim

Half-life ~50 days

⚠ QUESTION

Open question requiring resolution

↑ Urgency grows — inverse decay

DECAYS /  GROWS EPISTEMIC  COMMITMENT STRENGTH →

The dual of knowledge

Models what the organisation does not know. Most systems track what is known. AngelicaDB also tracks what is not.

Unresolved questions become more urgent each KGE cycle.

Knowledge Gravity Engine

runs every 6 hours · fully deterministic

01

INGEST

Raw content enters

→

02

CLASSIFY

LLM assigns class — once

→

03

KGE CYCLE

K-score recomputed

→

04

MEMORY ZONES

Core · Working · Peripheral

· Dormant

→

05

RETRIEVAL

Ranked KOs + metadata



Beyond Standard RAG

Standard RAG treats all chunks as equal. AngelicaDB retrieves by class, confidence, and

time — and ranks by how knowledge is actually used.

STANDARD RAG

— Semantic similarity only

— All chunks treated as equally valid

— No contradiction detection

— Stale knowledge ranks the same as current

ANGELICADB HYBRID RETRIEVAL

✓ Three similarity layers combined

✓ Every KO carries class, confidence, and decay

✓ Contradictions visible at retrieval time

✓ Stale knowledge loses ranking automatically

S = α·structural + β·semantic + γ·topological

Final ranking = S × K-score · 0.30 structural · 0.50 semantic · 0.20 topological

Retrieval that ranks by trust, not just relevance — and what that buys you against state-of-

the-art on the next page.



Beating SOTA on retrieval that matters.

Comparative performance on standard IR benchmarks, multi-hop reasoning, and tasks

current systems do not handle at all — contradiction detection and temporal validity.

METRIC BM25 DENSE (DPR) HYBRID + RERANK GRAPHRAG ANGELICADB

BEIR avg nDCG@10 0.42 0.51 0.55 0.57 0.62

Multi-hop QA F1 (HotpotQA) 0.31 0.48 0.56 0.61 0.69

Hallucination rate (enterprise QA) 18% 14% 11% 9% 1.4%

Contradiction detection F1 — — — 0.45 0.78

Stale-knowledge filtering accuracy — — — — 0.91

Source: Retrieve is Not Enough (V1, 2026) — Bottino, Ferrero, Beneventano. Directional figures from internal ablation; full peer-reviewed results expected Q3 2026.



T H E  K- S C O R E

Importance isn't assigned.

It emerges from how knowledge is used.

Static importance is curation. Emergent importance is intelligence. Every Knowledge

Object carries a live K-score, recomputed every 6 hours from real signal — no human in the

loop, no manual tagging, no decay schedules to maintain.

FORCES ↑

Retrieval frequency & recency

New supporting evidence linked

Related KOs gain importance

Cited in active decisions

RECOMPUTED EVERY 6H

FORCES ↓

Time without retrieval

Contradicting KOs surface

Class-level temporal decay

Superseded by newer decision

HIGH K-SCORE LOW K-SCORE

Always visible

In every prompt's context

Available

Retrieved on relevance

Archived

Only on specific request

Dormant

Forgotten until reactivated

No human curation. No tagging meetings. The system learns what matters from behaviour, contradiction, and time — and tells

your AI exactly which knowledge to weight first.

K-score

f(use, evidence,

contradiction, decay)

→



What happens with and without AngelicaDB

Your team evaluates a B2B SaaS for legal compliance. An initial hypothesis exists. Three

weeks later, contradicting evidence arrives.

Without AngelicaDB With AngelicaDB

C O N T R A D I C T I O N  S T O R E D As a note, no link to the original Automatically linked; hypothesis score drops

A I  A S K E D  F O R  C U R R E N T  P O S I T I O N Returns 4 documents, equal weight Returns ranked results, contradiction flagged

I S  T H E  C O N T R A D I C T I O N  V I S I B L E ? Only if someone remembers it Always visible, no human memory required

U R G E N C Y  O F  U N R E S O LV E D  Q U E S T I O N Invisible Grows automatically every cycle

F I N A L  D E C I S I O N  R E C O R D E D Text in a document Linked to full evidence chain

6  M O N T H S  L AT E R :  W H Y  D I D  W E  D E C I D E  T H I S ? Reconstruct from search Navigate the knowledge graph directly

Currently in production: 500+ knowledge units, 5 active deployments, 3 client engagements.



F R O M  R E S E A R C H  T O  P R O D U C T

Three releases. One compounding stack.

AngelicaDB is the foundation. Veltha and Menrva are how teams use it. Lowrn is how

enterprises own it end to end. Each release ships and sells standalone — and each one

makes the next one more valuable.

2026

LIVE NOW

AngelicaDB
Knowledge graph database · B2B · open core, commercial tiers from €10K

Stores company knowledge — decisions, evidence, hypotheses, questions — as typed epistemic objects with explicit

relationships, provenance, and computed properties that evolve as new signal arrives.

Built on PostgreSQL. Open core, free under a usage threshold; commercial tiers priced by ingestion volume and recurrence. The

output is a queryable substrate that any AI tool — Claude Code, Codex, internal copilots, MCP-native agents — can ground its

reasoning in. No retraining, no model lock-in: when the vendor retunes weights, AngelicaDB still holds the same context.

✓ 3 LOIs signed at €10K · €14K · €15K · 2 banks in active POC discussion at department level

2027

IN BUILD

Veltha · Menrva
Two distinct products on the AngelicaDB layer · two distinct business models

Once the substrate is in place, the products that ride on top compound its value. Veltha and Menrva solve different

problems for different buyers, and price differently.

Veltha

MOBILE + WEB · PER-SEAT SAAS

Where teams visualise, navigate, and shape the organisation's

knowledge graph. Half ontology editor — define the classes and

relationships that fit your domain. Half structured feed — see what's

being decided, contradicted, and gaining importance, in real time. Sold

per active seat.

Menrva

REASONING ENGINE · USAGE-BASED

Our fine-tuned reasoning engine. Operates natively on AngelicaDB —

reasons over typed relationships, surfaces hidden dependencies, and

serves as grounded-context backend for any AI agent. Priced on usage

volume, not per seat.

2027–28

STRATEGIC HORIZON

Lowrn
Sovereign AI infrastructure · hardware + managed service

Hardware for storage, training, and inference of local AI models — on-premise (Lowrn boxes inside your

infrastructure) or managed (Lowrn hardware we operate, customer-isolated). AngelicaDB signals — usage,

contradictions, importance, decay — train an open model on dedicated hardware. Data, training signals, and the

model itself stay inside. Sovereignty across the whole stack, with no quarterly retuning to silently rewrite your

context.



AI Landscape

Billions flowing into knowledge infrastructure. Nobody owns the layer that matters.

COMPANY WHAT THEY DO VALUATION

Palantir Maps data to objects (ontology) $360B

Glean Enterprise AI search $7.2B

Databricks Data lakehouse + AI $62B+

Harvey AI for legal knowledge $8B

Notion Knowledge workspace + AI ~$10B

Scale AI Data labelling + infrastructure $14B+

AngelicaDB Knowledge that knows itself — typed, weighted, time-aware Pre-seed

Everyone above solves storage, search, or ontology. None of them answers: what do we actually

know, how reliable is it, and what's becoming obsolete?



A new category in AI

being defined right now.

Live today

✓ Knowledge schema and classification — production

✓ Hybrid retrieval — deployed

✓ Automatic importance scoring — running live, 6-hour cycles, 500+ units

✓ Composition engine — shipped

✓ Open-source database (MIT license) — shipped

✓ 3 LOIs signed (€10K · €14K · €15K) · 2 banking POCs in discussion

In progress

○ Paper 1 — Retrieve is Not Enough · experiments executing, submission Q3 2026

○ Organisational Belief System — calibration phase

○ AngelicaDB hardening for first paid deployments

○ Veltha & Menrva — Phase 2 build kickoff

○ Lowrn — hardware architecture in design

RESEARCH COLLABORATIONS

A category being defined needs the academy to define it with us.

ACTIVE

✓ Massachusetts Institute of Technology USA

✓ Politecnico di Torino Italy

IN  DESIGN

○ Sorbonne Université France

○ Politecnico di Milano Italy
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